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This study proposes a Digital Twin-assisted 
Proximal Policy Optimization (PPO) framework 
for PV–BESS energy management in active 
distribution networks under uncertainty. The 
Digital Twin continuously synchronizes 
operating information and validates the network 
state through AC power-flow calculations, while 
the PPO agent determines adaptive BESS 
charging and discharging actions. Monte Carlo 
scenarios are used to represent variations in PV 
generation and load demand, while operating 
cost, voltage deviation, and battery degradation 
are incorporated into the control objective. The 
framework is evaluated on the IEEE 33-bus 
distribution system with 60% PV penetration and 
a 1.5 MWh BESS. Results show a 22.2% reduction 
in operating cost compared with rule-based 
control, together with improved voltage 
regulation, reduced ESS cycling, and lower 
operating-cost variability under stochastic 
operating conditions. 
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INTRODUCTION  
The increasing penetration of photovoltaic (PV) generation is changing the 

operating characteristics of distribution networks. Unlike conventional systems 
designed mainly for one-way power delivery, active distribution networks 
(ADNs) with distributed renewable resources experience bidirectional power 
flows, variable generation, and stronger interactions between local generation 
and demand. Variations in solar irradiation and load demand can consequently 
affect feeder power flows and bus-voltage profiles, creating challenges for 
reliable network operation (Ardebili et al. 2021), (Liu, Zhang, and Li 2021), (Zhou, 
Yang, and Shao 2021), (Musa and Ghosh 2023). These conditions require energy-
management strategies that can adapt to continuously changing operating states 
rather than relying only on predetermined schedules. 

Battery energy storage systems (BESSs) provide an effective means of 
mitigating renewable variability. By shifting energy between operating periods, 
BESSs can absorb surplus PV generation and supply stored energy when 
renewable output is insufficient, thereby improving renewable-energy 
utilization and supporting network operation (Mohamed, Kaddoum, and 
Hassan 2026), (Kabir, Halder, and Ray 2024), (Nneoma Ugwu et al. 2026). 
However, coordinated PV–BESS operation involves more than determining 
charging and discharging actions. The control strategy must consider network 
conditions, grid power exchange, battery state-of-charge (SOC), operating limits, 
and battery utilization simultaneously (Kumari et al. 2023), (Guerrero et al. 2011).  

Model-based approaches such as optimal power flow (OPF) and model 
predictive control (MPC) can explicitly incorporate electrical constraints and 
operational objectives (Musa and Ghosh 2023), (Parisio, Rikos, and Glielmo 
2014). Their effectiveness, however, depends on the accuracy of system models 
and operating forecasts. Significant deviations in PV generation or load demand 
can reduce the consistency of the resulting decisions, while repeatedly solving 
optimization problems under rapidly changing conditions may increase the 
computational burden. These limitations have encouraged the application of 
deep reinforcement learning (DRL), which treats energy management as a 
sequential decision-making problem (Glavic et al. 2021), (Zhang, Wang, and 
Chen 2021). A trained DRL agent learns a policy that maps system states to 
control actions, making it suitable for continuously adjusting BESS operation 
according to renewable generation, demand, SOC, and network conditions. 

Nevertheless, the effectiveness of DRL depends strongly on the quality and 
physical consistency of the information provided to the agent. Digital Twin (DT) 
technology offers a promising solution by maintaining an updated virtual 
representation of the physical energy system. A DT can integrate system 
measurements with a virtual model to support monitoring, simulation, state 
synchronization, and operational decision-making (Liu, Zhang, and Li 2021), 
(Guerrero et al. 2011), ( Wang et al. 2021). Its application to renewable-energy and 
grid-connected systems has also demonstrated potential for improving system 
representation and operational management (Liu, Zhang, and Li 2021), (Nneoma 
Ugwu et al. 2026), (Wang et al. 2024). Recent investigations have further 
demonstrated the potential of DT technology in renewable-energy systems and 
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grid-connected microgrids (Musa and Ghosh 2023), (Kabir, Halder, and Ray 
2024), (Parisio, Rikos, and Glielmo 2014), (Glavic et al. 2021). When incorporated 
into an intelligent energy management framework, the virtual model can provide 
an intermediate environment in which the current operating condition is 
reproduced and checked using the underlying electrical model. This capability is 
particularly relevant to DRL-based control, because an inaccurate system state 
may lead the learning agent to generate inappropriate control actions. 

Despite these developments, the coordinated use of DT, DRL, and 
degradation-aware BESS management for PV-rich ADNs remains insufficiently 
explored. This study addresses this gap by integrating a 
MATLAB/MATPOWER-based DT with a PPO controller for PV–BESS energy 
management under stochastic PV and load conditions. The framework considers 
operating cost, voltage deviation, and battery degradation within a closed-loop 
control process. 

The practical significance of this research is associated with the 
simultaneous treatment of three factors that strongly affect renewable-rich 
distribution-network operation: operating-cost variability, voltage regulation, 
and battery utilization. In particular, increasing PV penetration can reduce grid 
energy purchases but may also increase voltage deviations and operating 
uncertainty when renewable output changes rapidly. A BESS can mitigate these 
effects, but excessive charging and discharging may increase energy throughput 
and degradation-related operating costs. Therefore, an effective energy-
management strategy should not optimize economic performance independently 
from network voltage and battery operating conditions. The proposed DT-
assisted PPO framework addresses this combined requirement by using AC 
power-flow-validated network states as inputs to the controller and by 
incorporating operating cost, voltage deviation, and degradation-related 
penalties into the control objective. The resulting evaluation provides 
quantitative evidence of the practical value of this integrated approach, including 
a 22.2% reduction in operating cost, 51.9% lower maximum voltage deviation, 
and 55.9% lower average voltage deviation compared with rule-based control. 
The main contributions are as follows: 
i) A Digital Twin-assisted PPO framework is developed for coordinated PV–

BESS energy management using AC power-flow-validated network 
states. 

ii) Monte Carlo scenarios are incorporated to represent PV and load 
uncertainty, while operating cost, voltage deviation, and battery 
degradation are considered in the PPO reward. 

iii) A systematic evaluation is performed using economic, voltage, BESS-
operation, statistical, and uncertainty-sensitivity indicators. 

iv) The proposed PPO-DRL+DT strategy is systematically compared with 
RBC, OPF, and standalone PPO-DRL to assess its effectiveness under 
uncertain operating conditions. 
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THEORETICAL REVIEW 
The operation of PV-integrated active distribution networks involves the 

interaction of renewable generation, electrical demand, and energy storage. 
Variations in PV output and load demand directly affect feeder power flow and 
bus-voltage conditions. BESS provides a controllable resource for balancing these 
variations through coordinated charging and discharging, while its SOC and 
operating limits determine the feasible control range. Battery utilization should 
also be considered because frequent cycling and unfavorable SOC conditions can 
increase degradation-related operating costs.  

For sequential energy-management problems, DRL represents the network 
operating condition as a state and determines an appropriate control action 
through a learned policy. In this framework, PPO is used to obtain continuous 
BESS control actions. Its actor–critic structure separates action generation from 
value estimation, while the clipped policy update limits excessive changes 
during training and supports stable policy optimization.  

Digital Twin technology complements the learning controller by 
maintaining a virtual representation of the distribution network. The virtual 
model receives operating information and reproduces the corresponding 
electrical state through AC power-flow calculations. The resulting synchronized 
state provides the DRL controller with network-level information, including PV 
generation, load demand, BESS SOC, and bus voltages, thereby linking the 
learned control policy with the electrical behavior of the distribution system.  

In this study, these concepts are integrated into a closed-loop energy-
management framework in which the Digital Twin represents the network 
environment and PPO determines the BESS control action. This combination 
provides the theoretical basis for coordinated PV–BESS operation under 
stochastic operating conditions while accounting for network constraints and 
battery-related effects. 
 
METHODOLOGY   
PV–ESS Distribution Network Configuration 

The proposed energy management framework is developed using the IEEE 
33-bus active distribution network integrated with photovoltaic (PV) generation 
and a battery energy storage system (BESS). The network operates at 12.66 kV 
with a peak demand of 3.72 MW and 2.30 MVAr. PV penetration is set at 60% of 
the peak load, while the BESS has an energy capacity of 1.5 MWh and a maximum 
charging/discharging power of ±0.5 MW. The scheduling horizon is 24 h with a 
15-min control interval, corresponding to 96 operating steps. Bus voltages are 
constrained within 0.95–1.05 p.u.  

As shown in Figure 1, the control architecture consists of three 
interconnected components: the IEEE 33-bus distribution network, the 
MATLAB/MATPOWER-based Digital Twin, and the PPO-based DRL controller. 
Operating measurements, including load demand, PV generation, BESS SOC, 
and bus voltages, are transferred to the Digital Twin for state reconstruction and 
AC power-flow validation. The resulting synchronized state is then provided to 
the PPO controller to determine the BESS charging/discharging action. 
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The resulting closed-loop architecture enables the BESS control policy to 
respond to the current network condition through continuous state 
synchronization and feedback, rather than relying solely on predetermined ESS 
schedules. 

 
Figure 1. Closed-loop Digital Twin-assisted PPO architecture for PV–BESS 

energy management. 
 
Digital Twin-Based State Synchronization 

The Digital Twin (DT) serves as the interface between the distribution-
network model and the reinforcement-learning controller. Rather than allowing 
the DRL agent to interact directly with an unconstrained data-driven 
representation, the DT reconstructs the network operating state and verifies it 
using the electrical model. In this study, the synchronized information is defined 
using load demand, PV output, BESS SOC, and network voltage information. 

At each control interval tt, the measurement vector is defined as 

𝑥𝑡 = [𝑃𝑡
𝐿𝑜𝑎𝑑 , 𝑃𝑡

𝑃𝑉, 𝑆𝑂𝐶𝑡, 𝑉𝑡] ((1)  

Where 𝑃𝑡
𝐿𝑜𝑎𝑑   denotes the load demand, 𝑃𝑡

𝑃𝑉 represents the photovoltaic 
generation output,  

𝑆𝑂𝐶𝑡 is the battery state-of-charge, and 𝑉𝑡 denotes the network voltage 
profile at time ttt. 

The DT maps the measured operating information into a synchronized 
virtual state: 

𝑥𝑡
𝐷𝑇 = 𝑓𝐷𝑇(𝑥𝑡; 𝜃𝐷𝑇) ((2)  

Where fDT(⋅) represents the DT state-reconstruction process, xt represents 
the measurement vector, 𝑥𝑡

𝐷𝑇  𝑠𝑡̂ denotes the estimated virtual state and θDT 
represents the Digital Twin model parameters. 

The virtual distribution system is implemented in MATLAB/MATPOWER 
using AC power-flow calculations. Network topology, load demand, PV 
generation, and BESS operating conditions are updated according to the current 
operating data. The calculated state is then checked against the electrical 
constraints before being supplied to the PPO agent.  
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The quality of synchronization is evaluated through the discrepancy 
between the measured physical state and its DT representation: 

𝑒𝑡 =∥ 𝑥𝑡 − 𝑥̃𝑡 ∥ ((3)  
where 𝑥̃𝑡  denotes the corresponding state reconstructed by the Digital 

Twin. 
After the PPO agent generates an ESS control action at, the action is applied 

to the virtual network and the resulting electrical state is recalculated. The 
updated state is then returned to the DT, forming a closed-loop interaction: 

𝑥𝑡 → 𝑠𝑡
𝐷𝑇 → 𝑎𝑡 → 𝑥𝑡+1 (4)  

In this study, the Digital Twin is implemented as a simulation-based cyber–
physical environment rather than a hardware testbed. The virtual network is 
continuously updated using operating measurements and validated through AC 
power-flow calculations at each 15-min control interval. Therefore, the Digital 
Twin is used to emulate state synchronization and closed-loop interaction 
between the distribution network and the DRL controller, while physical 
hardware implementation is beyond the scope of this study. 
 
Stochastic Operating Data Generation 

Because PV production and load demand vary with operating conditions, 
Deterministic input data alone cannot adequately characterize the controller 
response to variable PV generation and load demand. A stochastic dataset is 
therefore generated from the IEEE 33-bus operating profiles. 

The basic dataset is constructed with a 15-min resolution over a 24-h period, 
giving 96 time steps per daily operating cycle. Each sample contains load 
demand, PV output, bus voltage, and BESS SOC information. 

PV uncertainty is introduced by perturbing the forecast PV output 
according to 

 𝑃𝑃𝑉,𝑡
(𝑘)

= 𝑃̂𝑃𝑉,𝑡(1 + 𝛿𝑃𝑉,𝑡
(𝑘)

)    (5) 

where 𝑃̂𝑃𝑉,𝑡  is the forecast value and 𝛿𝑃𝑉,𝑡
(𝑘)

 represents the uncertainty 

associated with scenario 𝑘. 
Similarly, the load profile is modified as 

 𝑃𝐿,𝑡
(𝑘)

= 𝑃̂𝐿,𝑡(1 + 𝛿𝐿,𝑡
(𝑘)

)    (6) 

The uncertainty ranges used in the original study are ±20% for PV 
generation and ±15% for load demand. A total of 100 Monte Carlo scenarios are 
generated for stochastic training and subsequent policy evaluation. 

For each scenario 𝜔𝑘 , the resulting PV and load trajectories are passed 
through the Digital Twin. The corresponding AC power-flow solution provides 
the voltage profile and other network states required by the DRL environment. 

The scenario-based performance is subsequently characterized using the 
expected value 

 𝐸[𝐽] =
1

𝑁𝑠
∑ 𝐽

𝑁𝑠
𝑘=1 (𝜔𝑘)    (7) 

and the corresponding variance 

𝑉𝑎𝑟[𝐽] =
1

𝑁𝑠
∑ [𝐽(𝜔𝑘) − 𝐸[𝐽]]2𝑁𝑠

𝑘=1    (8) 
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where 𝑁𝑠 = 100 is the number of Monte Carlo scenarios and 𝐽(𝜔𝑘) denotes 
the operating performance under scenario 𝑘. These two indicators are used to 
assess both average performance and sensitivity to stochastic operating 
conditions. 
 
Electrical and Battery Operating Models 
AC Distribution-Network Model 

The electrical behavior of the distribution network is represented using 
nonlinear AC power-flow equations. For each bus 𝑖 , the active and reactive 
power balances are determined from the nodal voltage magnitudes, voltage 
angles, network admittance, local demand, PV injection, and ESS injection. 

The active and reactive power balances can generally be expressed as 

𝑃𝑖 = 𝑉𝑖 ∑ 𝑉𝑗𝑗 [𝐺𝑖𝑗cos(𝜃𝑖 − 𝜃𝑗) + 𝐵𝑖𝑗sin(𝜃𝑖 − 𝜃𝑗)]     (9) 

 𝑄𝑖 = 𝑉𝑖 ∑ 𝑉𝑗𝑗 [𝐺𝑖𝑗sin(𝜃𝑖 − 𝜃𝑗) − 𝐵𝑖𝑗cos(𝜃𝑖 − 𝜃𝑗)] (10) 

 
Here, 𝑉𝑖 and 𝜃𝑖 are the voltage magnitude and angle at bus 𝑖, while 𝐺𝑖𝑗 and 

𝐵𝑖𝑗  are the conductance and susceptance elements of the network admittance 

matrix. 
The voltage-security constraint is imposed as 

 𝑉𝑖
min ≤ 𝑉𝑖 ≤ 𝑉𝑖

max    (11) 
with 

 𝑉𝑖
min = 0.95 p. u. ,  𝑉𝑖

max = 1.05 p. u. (12) 
 
The AC power-flow solution is recalculated after every BESS control action, 

thereby ensuring that the control policy is evaluated against the electrical 
response of the distribution network rather than an independent battery model. 

 
BESS State and Operating Constraints 

The BESS energy state is represented through its SOC. The SOC transition 
is determined by the charging and discharging power and the corresponding 
efficiencies: 

 𝑆𝑂𝐶𝑡+1 = 𝑆𝑂𝐶𝑡 +
𝜂𝑐𝑃𝑡

𝑐ℎΔ𝑡

𝐸𝐵
−

𝑃𝑡
𝑑𝑖𝑠Δ𝑡

𝜂𝑑𝐸𝐵
(13) 

where 𝐸𝐵 is the nominal battery energy capacity, 𝜂𝑐 and 𝜂𝑑 are the charging 
and discharging efficiencies, and Δ𝑡 is the control interval. 

The BESS must satisfy the operating constraints 

 𝑆𝑂𝐶min ≤ 𝑆𝑂𝐶𝑡 ≤ 𝑆𝑂𝐶max(14) 
and 
 −𝑃𝐵

max ≤ 𝑃𝐵,𝑡 ≤ 𝑃𝐵
max      (15) 

The sign convention adopted in the DRL formulation defines positive 𝑃𝐵,𝑡 
as charging and negative 𝑃𝐵,𝑡 as discharging. 

 
 

Battery Degradation Representation 
Battery aging is explicitly incorporated into the energy-management 

formulation. Instead of using a computationally intensive electrochemical aging 
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model, the study employs a surrogate degradation representation that accounts 
for energy throughput, deviation from the preferred SOC region, and SOC 
fluctuations. 

The degradation penalty can be represented as 
𝐷𝐸𝑆𝑆,𝑡 = 𝛼|𝑃𝐵,𝑡|Δ𝑡 + 𝛽|𝑆𝑂𝐶𝑡 − 𝑆𝑂𝐶𝑟𝑒𝑓| + 𝜅|Δ𝑆𝑂𝐶𝑡|(16) 

where 𝛼  represents the cycling-related degradation component, 𝛽 
penalizes operation away from the preferred SOC region, 𝑆𝑂𝐶𝑟𝑒𝑓 is the reference 

SOC, and 𝜅 accounts for frequent SOC fluctuations. 
The adopted coefficients are 

𝛼 = 1.0,   𝛽 = 0.20,   𝜅 = 0.05. 
This formulation provides a computationally efficient means of introducing 

battery-aging effects into the DRL control environment with low computational 
overhead. In this study, the surrogate degradation model is adopted because of 
its lower computational burden compared with more detailed electrochemical or 
rainflow-based approaches. 
 
Reinforcement Learning Formulation 

The BESS energy-management problem is formulated as a Markov Decision 
Process (MDP). The Digital Twin constitutes the environment, while the PPO 
agent determines the BESS operating command at each time step. The 
formulation allows the controller to learn a control policy from repeated 
interactions with the stochastic network environment. 

The MDP is defined by the tuple 
 ℳ = (𝒮, 𝒜, 𝒫, 𝑅, 𝛾)(17) 
where 𝒮 is the state space, 𝒜 is the action space, 𝒫 represents the transition 

dynamics, 𝑅 is the reward function, and 𝛾 is the discount factor. 
The state vector is defined as 
 𝑠𝑡 = [𝑃𝐿,𝑡, 𝑃𝑃𝑉,𝑡, 𝑆𝑂𝐶𝑡, 𝑽𝑡] (18) 
Thus, the agent receives information on the current load, PV generation, 

BESS energy state, and distribution-network voltage condition. 
The control action corresponds to the BESS charging/discharging 

command: 
 𝑎𝑡 = 𝑃𝐵,𝑡(19) 
Positive values indicate charging, whereas negative values represent 

discharging. The action is subsequently passed to the Digital Twin, where the AC 
network state and battery state are updated. 

The reward function is constructed to penalize operating cost, voltage 
deviation, and battery degradation: 

 𝑟𝑡 = −[𝐶𝑜𝑝,𝑡 + 𝑤1𝑉𝑑𝑒𝑣,𝑡 + 𝑤2𝐷𝐸𝑆𝑆,𝑡](20) 

where 𝐶𝑜𝑝,𝑡  is the operating-cost component, 𝑉𝑑𝑒𝑣,𝑡  represents voltage 

deviation, 𝐷𝐸𝑆𝑆,𝑡  is the degradation penalty, and 𝑤1  and 𝑤2  are weighting 
coefficients. 

The operational-cost component considers electricity purchased from the 
utility grid together with the BESS operating cost. The resulting formulation 
establishes a direct trade-off between short-term economic performance, voltage 
regulation, and battery lifetime preservation. 
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The cumulative discounted objective is therefore expressed as 

(𝜋) = 𝐸𝜋 [∑ 𝛾𝑡

𝑇−1

𝑡=0

𝑟𝑡] 
 (21) 

where 𝜋 denotes the control policy and 𝑇 is the number of control intervals. 
This formulation allows the agent to account for the future consequences of 

its present charging or discharging decisions, particularly the influence of 
intensive ESS operation on battery degradation. 
 
PPO Controller Design 

Proximal Policy Optimization is selected as the DRL algorithm for solving 
the continuous ESS control problem. The PPO implementation uses separate 
actor and critic networks. The actor generates the BESS control command, 
whereas the critic estimates the state-value function used for policy 
improvement. 

The input layer contains four principal information groups: 
1. load demand; 
2. PV generation; 
3. BESS SOC; and 
4. network voltage information. 

Both actor and critic networks contain two fully connected hidden layers 
with 128 neurons per layer. ReLU activation functions are used in the hidden 
layers. The actor produces the ESS charging/discharging command, while the 
critic estimates the value of the current state. 

The PPO policy update is based on the clipped surrogate objective: 
𝐿𝐶𝐿𝐼𝑃(𝜃) = 𝐸𝑡[min(𝑟𝑡(𝜃)𝐴𝑡, clip(𝑟𝑡(𝜃),1 − 𝜖, 1 + 𝜖)𝐴𝑡)] (22) 
where 𝑟𝑡(𝜃)  is the probability ratio between the updated and previous 

policies, 𝐴𝑡 is the estimated advantage, and 𝜖 is the clipping parameter. 
The clipping mechanism limits excessively large policy changes during 

each update and thereby supports stable policy learning. 
The principal PPO settings retained from the original study are summarized 

Table 1 below. 
 

Table 1. PPO Hyperparameter Settings 

Parameter Value 

Learning rate 1 × 10−4 

Discount factor, 𝛾 0.99 

Clipping factor, 𝜖 0.20 

Batch size 64 

Training epochs/update 10 

Hidden neurons/layer 128 

Number of training episodes 2000 

Optimizer Adam 

 
These parameters are used consistently throughout the training procedure. 
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Training and Validation Procedure 

The training and validation process is designed to enable the PPO agent to 
learn an adaptive BESS control policy under stochastic operating conditions. As 
summarized in Figure 2, the procedure consists of two main stages: PPO training 
and policy validation. 

During the training stage, the IEEE 33-bus network, PV system, BESS, and 
model parameters are first initialized. A set of 100 stochastic operating scenarios 
is then generated using Monte Carlo sampling. For each scenario, the initial state 
is defined by the load demand, PV generation, BESS SOC, and network voltage 
profile. At each 15-min control interval, the Digital Twin updates the operating 
conditions and performs an AC power-flow calculation to obtain the validated 
system state. 

The synchronized state is provided to the PPO controller, which determines 
the BESS charging or discharging action. The selected action is applied to the 
BESS and distribution-network model, after which the battery SOC and electrical 
state are updated. The corresponding reward is calculated from the operating 
cost, voltage deviation, and battery degradation: 

 
 𝑠𝑡 → 𝜋𝜃(𝑎𝑡|𝑠𝑡) → 𝑎𝑡 → 𝐷𝑇 → 𝑠𝑡+1 (23) 
 
The transition (st,at,rt,st+1) is then used for PPO policy optimization. The 

actor and critic networks are updated using the clipped PPO objective and the 
Adam optimizer. This process is repeated over the 96 control intervals of each 
operating episode and continued for 2000 training episodes. 

After training, the learned PPO policy is fixed and evaluated using the 
stochastic operating scenarios. The validation procedure follows the same Digital 
Twin-based simulation process but without further policy updating. The 
performance is assessed using economic, electrical, battery-operation, and 
statistical indicators. In addition, the controller is tested under different PV 
uncertainty levels to examine its robustness under increasingly variable 
renewable generation. 

The complete training and validation procedure is illustrated in Figure 2. 
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Figure 2. Flowchart of the Digital Twin-Assisted PPO Training and 

Validation Procedure 
 

Data Analysis and Performance Evaluation 
The generated data are analyzed at both time-step and scenario levels. Each 

24-h scenario contains 96 intervals of load, PV generation, BESS SOC, BESS 
power, and bus-voltage data. After each PPO action, the Digital Twin performs 
AC power-flow calculations and records the resulting system states. 

For each of the 100 Monte Carlo scenarios, operating cost, voltage deviation, 
ESS cycling, SOC variance, and voltage-violation rate are calculated. Mean cost, 
standard deviation, coefficient of variation (CV), and the best–worst cost range 
are then used to assess performance consistency: 

 CV =
𝜎𝐶

𝜇𝐶
100%     (24) 

where 𝜇𝐶  and 𝜎𝐶  are the mean and standard deviation of daily operating 
cost, respectively. Comparative improvements are calculated relative to RBC. 

Finally, PV uncertainty is increased from 10% to 40% to examine its effect 
on operating cost and controller performance. 
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RESULTS 
Simulation Setup 

The proposed Digital Twin-assisted PPO framework was evaluated on the 
IEEE 33-bus active distribution network using MATLAB/MATPOWER. The test 
system operates at 12.66 kV with a peak demand of 3.72 MW and 2.30 MVAr. PV 
penetration was set to 60% of the peak load, while the BESS capacity and power 
rating were 1.5 MWh and ±0.5 MW, respectively. The control interval was 15 min 
over a 24-h scheduling horizon. A total of 100 Monte Carlo scenarios were 
considered to represent stochastic variations in PV generation and load demand. 

The proposed DRL+DT strategy was compared with three reference 
approaches: Rule-Based Control (RBC), deterministic Optimal Power Flow 
(OPF), and standalone PPO-based DRL without Digital Twin integration. The 
evaluation considered economic performance, voltage regulation, ESS operating 
behavior, and robustness under stochastic conditions. 
 
PPO Training Convergence and Economic–Voltage Performance 

The learning behavior of the PPO controller was first examined over 2000 
training episodes. The average episode reward improved from approximately 
−1250 at the beginning of training to around −295 after 2000 episodes. The rapid 
improvement during the initial training stage indicates that the agent 
progressively learned more effective BESS control actions. After approximately 
1800 episodes, the reward became relatively stable, indicating convergence of the 
learned policy. 

 
Figure 3. PPO training convergence curve. 

 
The convergence behavior demonstrates that the PPO agent can learn a 

stable control policy through repeated interaction with the Digital Twin 
environment. The use of synchronized network states enables the agent to 
evaluate its actions using the corresponding electrical operating condition rather 
than relying only on the battery state. 

The economic and voltage-regulation performance of the four control 
strategies is then summarized using normalized improvement indicators. The 
analysis was conducted by first obtaining the absolute performance of each 
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control strategy over the evaluated operating horizon and then normalizing the 
results with respect to the RBC benchmark. This procedure allows the relative 
benefits of OPF, PPO-DRL, and PPO-DRL+DT to be compared using the same 
reference condition. Lower operating cost and lower voltage deviation are 
treated as improvements, and the corresponding percentage reductions are 
calculated from the absolute simulation results. Table 2 presents the 
improvement relative to RBC. 
 

Table 2. Relative performance improvement compared with RBC. 

Method 
Cost 

improvement 
(%) 

Maximum voltage-
deviation improvement 

(%) 

Average voltage-
deviation improvement 

(%) 

OPF 13.1 30.9 38.2 

PPO-DRL 16.9 39.5 47.1 

PPO-DRL 
+ DT 

22.2 51.9 55.9 

 
The proposed DRL+DT configuration provides the largest improvement for 

all three indicators. In particular, the operating cost is reduced by 22.2% relative 
to RBC, while the maximum and average voltage deviations are reduced by 
approximately 51.9% and 55.9%, respectively. These normalized indicators are 
calculated from the corresponding absolute simulation results. 

The corresponding voltage profiles and operating-cost comparison are 
illustrated in Figure 4. 
 

 
Figure 4. Voltage-profile and operating-cost comparison of the evaluated 

energy-management strategies. 
Figure 4 illustrates the corresponding differences in operating cost and 

voltage deviation among the four control strategies. The PPO-DRL+DT 
configuration exhibits the lowest values for both indicators. 
 
 
 
ESS Operating Characteristics and Voltage Reliability 
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The effect of the proposed controller on ESS utilization and network 
reliability was further examined under the 100 stochastic operating scenarios. To 
provide a different representation from the original results, Table 3 reports the 
relative reduction of the main indicators with respect to RBC. 
 

Table 3. Relative Reduction of ESS and Robustness Indicators 

Method 
ESS-cycle 
reduction (%) 

SOC-variance 
reduction (%) 

Cost-variability 
reduction (%) 

Voltage-
violation 
reduction (%) 

OPF 25.0 26.3 25.8 46.0 

PPO-DRL 32.1 42.1 35.2 66.9 

PPO-DRL 
+ DT 

42.9 52.6 51.6 81.5 

 
The reduced cycling and lower SOC variation obtained with PPO-DRL+DT 

indicate a more controlled pattern of BESS utilization, which is consistent with 
the degradation-aware formulation adopted in the controller. The average 
number of ESS cycles decreases from 2.8 cycles/day for RBC to 1.6 cycles/day 
for PPO-DRL+DT. The lower SOC variance also indicates more controlled BESS 
operation under stochastic conditions. 

This behavior is important from a battery-management perspective because 
unnecessary charge/discharge activity increases energy throughput and may 
accelerate degradation. The lower SOC variance also indicates that the controller 
maintains a more controlled battery operating state under stochastic conditions. 

The corresponding ESS trajectories, Monte Carlo cost distribution, and 
voltage-deviation behavior are presented in Figure 5. 

 

 
Figure 5. ESS operation and system robustness under stochastic operating 

conditions. 
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The graphical results complement Table 3 by showing the interaction 
between ESS operation and network performance. The reduced cycling behavior 
of the PPO-DRL+DT controller is accompanied by lower cost dispersion and 
improved voltage behavior, demonstrating that the controller does not obtain 
economic improvement simply by excessively exploiting the BESS. 
 
Statistical Validation of Operating Cost 

The consistency of the operating results was further evaluated using the 100 
stochastic scenarios. Instead of repeating the original absolute-value comparison, 
the coefficient of variation (CV) was calculated as equation (24) 

 
Table 4. Statistical Characteristics of Operating Cost 

Method 
Mean cost 
(USD/day) 

Standard 
deviation 

(USD/day) 

Coefficient of 
variation (%) 

Best–worst 
range (USD/day) 

RBC 1245 76 6.10 206 

OPF 1082 52 4.81 145 

PPO-DRL 1035 38 3.67 123 

PPO-DRL 
+ DT 

968 21 2.17 67 

 
The PPO-DRL+DT approach has the smallest coefficient of variation, 

approximately 2.17%, compared with 6.10% for RBC. It also produces the 
narrowest best–worst cost range, indicating more consistent operating-cost 
performance under stochastic conditions. The Monte Carlo cost distribution 
already included in Figure 5 can also be used to visually support the statistical 
characteristics reported in Table 4. Therefore, a separate figure for Table 4 is not 
necessary and helps avoid unnecessary duplication. 
 
Sensitivity to PV Generation Uncertainty 

The robustness of the learned control policy was further assessed by 
gradually increasing the PV uncertainty level from 10% to 40%. The 
corresponding operating-cost behavior is summarized in Table 5. 
 

Table 5. Operating-Cost Variation under Different PV Uncertainty Levels 

PV uncertainty 
(%) 

Operating cost 
(USD/day) 

Cost increase relative to 10% 
(%) 

10 942 0.0 

20 968 2.8 

30 1014 7.6 

40 1087 15.4 

 
The operating cost increases as PV uncertainty becomes more severe. This 

trend is expected because greater uncertainty in renewable generation increases 
the difficulty of maintaining power balance and coordinating ESS operation. The 
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results indicate a gradual increase in operating cost as PV uncertainty becomes 
more severe, without an abrupt change over the tested range. 
 

 
Figure 6. Sensitivity of operating cost to PV generation uncertainty. 

 
Figure 6 shows a gradual increase in operating cost as PV uncertainty 

increases from 10% to 40%. The results indicate that increasing renewable 
uncertainty has a measurable but gradual effect on the economic performance of 
the learned controller. 
 
Comparison with Existing Energy-Management Strategies 

Table 6 compares RBC, OPF, standalone DRL, and the proposed PPO-
DRL+DT framework using economic, voltage, ESS, and robustness indicators. 
The proposed DRL+DT achieves the lowest operational cost of 968 USD/day, 
corresponding to a 22.2% reduction relative to RBC. It also obtains the lowest 
maximum and average voltage deviations of 0.039 and 0.015 p.u., respectively.  

 
Table 6. Comprehensive Comparison of Energy-Management Strategies 

Method 
Cost 
Reduction 
(%) 

Max. 
Voltage 
Deviation 
(p.u.) 

Avg. 
Voltage 
Deviation 
(p.u.) 

Avg. ESS 
Cycles/Day 

SOC 
Variance 

Mean Cost 
under 
Uncertainty 
(USD/day) 

Voltage 
Violations 
(%) 

RBC  0.0 0.081 0.034 2.8 0.19 1310 12.4 

OPF 13.1 0.056 0.021 2.1 0.14 1150 6.7 

DRL  16.9 0.049 0.018 1.9 0.11 1085 4.1 

PPO- 
DRL+ + 
DT 

22.2 0.039 0.015 1.6 0.09 1020 2.3 

 
Table 6 provides a consolidated comparison of the evaluated energy-

management strategies in terms of economic performance, voltage regulation, 
and BESS operation. The proposed PPO-DRL+DT framework achieves the lowest 
maximum and average voltage deviations, at 0.039 and 0.015 p.u., respectively. 
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It also reduces the average BESS cycling frequency to 1.6 cycles/day and the SOC 
variance to 0.09, indicating more controlled battery operation. Under stochastic 
operating conditions, the framework achieves a mean operating cost of 1020 
USD/day and a voltage violation rate of only 2.3%. These results demonstrate 
improved economic performance, voltage regulation, BESS utilization, and 
operational robustness compared with RBC, OPF, and standalone PPO-DRL+DT 
 
DISCUSSION 

The results reveal a clear advantage of combining Digital Twin-based state 
synchronization with PPO rather than relying on PPO alone. While standalone 
PPO-DRL reduces operating cost by 16.9% relative to RBC, the proposed PPO-
DRL+DT achieves a 22.2% reduction. More importantly, maximum and average 
voltage deviations decrease by 51.9% and 55.9%, respectively. This improvement 
is consistent with the reported effectiveness of DRL for sequential energy-
management problems (Glavic et al. 2021; Zhang, Wang, and Chen 2021), while 
indicating that AC power-flow-validated network states can further improve 
control decisions. 

The Digital Twin provides an important link between the learned policy 
and the actual electrical behavior represented by the network model. Previous 
studies have emphasized DT-based monitoring, state synchronization, and 
energy-system optimization (Liu, Zhang, and Li 2021; Zhou, Yang, and Shao 
2021; Kabir, Halder, and Ray 2024; Wang et al. 2024). In the present framework, 
this capability is directly embedded in the control loop. The PPO agent therefore 
responds not only to PV output and BESS SOC, but also to the resulting network 
voltage conditions. This provides a plausible explanation for the lower voltage 
deviations obtained with PPO-DRL+DT. 

The BESS results further strengthen this finding. Average ESS cycling 
decreases from 2.8 to 1.6 cycles/day, while SOC variance decreases from 0.19 to 
0.09. These results are consistent with degradation-aware battery-management 
studies that emphasize limiting unnecessary battery utilization (Xu et al. 2018; 
Chen et al. 2025). The proposed formulation therefore achieves better economic 
and voltage performance without increasing battery cycling. 

Under stochastic conditions, the proposed method also shows greater 
consistency. Its mean operating cost is 968 USD/day with a CV of 2.17%, 
compared with 1245 USD/day and 6.10% for RBC. Moreover, increasing PV 
uncertainty from 10% to 40% raises the operating cost gradually from 942 to 1087 
USD/day. These results suggest that the proposed controller can maintain 
relatively stable performance as renewable uncertainty increases, although 
broader uncertainty ranges and larger networks require further investigation. 

Compared with conventional OPF and MPC approaches, which repeatedly 
solve optimization problems for operating decisions (Parisio, Rikos, and Glielmo 
2014), the proposed framework learns a reusable control policy while retaining 
network-state validation through the Digital Twin. The main value of the 
proposed approach therefore lies in the integration of DRL adaptability, Digital 
Twin-based electrical validation, and degradation-aware BESS control within 
one closed-loop framework. Nevertheless, the present Digital Twin is simulation-
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based rather than a physical testbed; practical deployment will require further 
validation of communication latency, model mismatch, hardware 
implementation, and scalability. 
 
CONCLUSIONS AND RECOMMENDATIONS 

This study developed a Digital Twin-assisted PPO framework for PV–BESS 
energy management in an active distribution network under stochastic operating 
conditions. The framework combines synchronized network-state reconstruction, 
AC power-flow validation, Monte Carlo uncertainty representation, and 
degradation-aware BESS control. Evaluation on the IEEE 33-bus system 
demonstrated reduced operating cost, improved voltage regulation, lower ESS 
cycling, and more consistent performance compared with RBC, OPF, and 
standalone PPO-based DRL. The results indicate that Digital Twin-assisted state 
synchronization can improve the effectiveness of PPO-based BESS control when 
network operating conditions vary over time. For practical implementation, 
reliable measurement synchronization, accurate network modeling, 
communication performance, and appropriate BESS operating constraints should 
be considered to maintain physically feasible control actions. 
 
FURTHER STUDY 

Future work should extend the proposed framework to larger active 
distribution networks and more diverse operating conditions. The integration of 
electric vehicles, demand response, and multiple distributed energy resources 
can also be investigated. Further studies should examine communication latency, 
model mismatch, and practical cyber–physical implementation to assess the 
scalability and real-time applicability of the Digital Twin–DRL framework. 
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